Stat 2470, Lab #4, Spring 2014 

Name ____________________________________

Discrete and Continuous Probability Distributions

Part 1: Discrete and Continuous Probability Distributions

OBJECTIVES
· To identify discrete and continuous variables.

· To recognize various distributions by looking at histograms produced by Excel.

· To use Excel to generate descriptive statistics.

· To use Excel to calculate probabilities using appropriate methods determined by the type and distribution of the data.
EXCEL PROCEDURES
1. Retrieve and open the file called 2470lab4_data_part1.xlsx from Blackboard.

2. Select the tab at the bottom titled Frequency Tables.
3. Use the procedure outlines below to create a histogram for each of the 4 frequency tables:

a. Highlight the data in the column titled Frequency for the table you are making the graph for.

b. Select the Insert tab at the top of the Excel window.

c. Select Column from the Chart menu and pick the first one listed under 2-D.

d. Click on the Chart Layouts menu and select layout 8.

e. Right click in the white area around your graph and click on Select Data.

f. Under Horizontal Axis Labels select Edit.
g. When the Axis Labels form comes up highlight the cells under the MP heading in the table you are making the graph for.

h. Select OK twice.
i. Click on the graph title to add your name.  Click on the horizontal axis title to add the name of the variable graphed.
j. Repeat this process for the remaining frequency tables until you have all 4 histograms.
4. Select the tab titled Data at the bottom of your Excel window.

5. In cells E2 and E3 type Mean and Standard Deviation.
6. In cells F1 through I1 type Credits, Days, GPA, and Height.
7. In cell F2 type =average(A2:A31).
8. Auto fill to the right by hovering over the small black square in the lower right hand corner of F2 and dragging over to cell I2.

9. In cell F3 type =stdev(A2:A31).
10. Auto fill to the right by hovering over the small black square in the lower right hand corner of F3 and dragging over to I3.
Probability Calculations: 
For problems 1, 2, 4, and 5 below decide which of the following four probability types best fits, then use the Excel procedure to find the requested probability:

Uniform:

1. In F10 type =min( 

2. Highlight the data for the variable you are finding a probability for, then close your).

3. In G10 type =max(.

4. Highlight the same data from step 2 and close your ).

5. In H10 enter the low limit of the range for which you are finding the probability.

6. In I10 enter the high limit of the range for which you are finding the probability.
7. In J10 type =(I10 – H10)/(G10 – F10).  This will be the probability/area between the two given endpoints.
Binomial:

1. In F12 enter the total number of trials for the binomial experiment.
2. In G12 enter the probability of success for a single trial.

3. In H12 enter the number of successes you are interested (see the probability question)
4. In I12 select Formulas (tab at the top of the Excel window)->More Functions->Statistical->BINOM.DIST (NOTE: this is BINOMDIST in Excel 2007).

5. In the form that comes up select H12 for the Number_s field, F12 for the Trials field, and G12 for the Probability_2 field.

6. In the Cumulative field type TRUE if you are interested in a range of values or FALSE if you are interested in a single value.

7. Click OK and this cell will now give you the binomial probability.
Normal:

1. In F14 enter the endpoint of the area of interest.  
2. In G14 select Formulas (tab at the top of the Excel window)->More Functions->Statistical->NORM.DIST (NOTE: this is NORMDIST in Excel 2007).

3. In the form that comes up select F14 for the X field, select the mean you calculated earlier for the variable in question for the Mean field, select the standard deviation you calculated earlier for the variable in question for the Standard_dev field, and type TRUE in the Cumulative field.  
4.  Click OK.  

5. If you are interested in a left tail probability (<) this is the probability you are interested in.  If you are interested in a right tail probability (>) then the probability you are looking for is 1- this value.  If you need the area between two endpoints, subtract the cumulative areas.
Empirical:

1. Count sample size:

a. In F16 type =COUNT(.
b. Highlight the data that you are calculating the empirical probability for and close your ).

2. Count Success:

a. In cell L2 type =if(the cell location of the first value in the list you are interested in.

b. Then type  < or > and the value of interest for your empirical probability.
c. After the value type ,1,0).
d. Auto fill down until column L is as long as the column containing the variable in question.

e. In the G16 type =COUNTIF(L:L,1).
3. Determine the empirical probability:

a. In H16 type =(G16/F16). 
Copy/Paste all Excel Histograms, Descriptive Stats, and Probability solutions to the end of this section of the lab.

Answer the following questions with the help of your Excel printouts and your notes. 
1 a.   Is the variable “credits earned toward graduation” discrete or continuous?  Explain your reasoning.

b. What is the approximate distribution of the variable “credits earned toward graduation”?  (Uniform, Normal, Skewed Right, or Skewed Left)?

c. What are the Excel mean and standard deviation of the “credits earned toward graduation” data?
d. Count the sample data displayed on the Excel worksheet to calculate the probability that a randomly selected CSCC student has earned more than 55 credits toward graduation.   Copy/paste Excel work here.
e. What type of probability relies on collected sample data (subjective, empirical/relative frequency, or classical)?

2 a.    Is the “number days on campus each week” a discrete or continuous variable?

b. What constitutes a binomial experiment (3 characteristics)?

c. If n=7 (days campus is open) and p=0.20 (the probability that a student is on campus on any given day), determine the theoretical mean and standard deviation for the number of days on campus each week.
d. What are the Excel mean and standard deviation (keep in mind that these values come from a sample of size 30)?  

e. Use the formula for calculating binomial probabilities and the information given in part c (n=7, p=.20) to calculate the probability that a student is on campus 3 days each week?   Copy/Paste Excel work here.
3.  What are you really finding when you calculate probabilities for continuous random variables?  

4 a.   Is GPA a discrete or continuous variable?

b. What is the approximate distribution of the variable GPA?  (Uniform, Normal, Skewed Right, or Skewed Left)?

c. What are the Excel mean and standard deviation of the GPA data?  

d. Use the information from parts a. and b. to calculate the probability that a randomly     selected CSCC student has a GPA between 3.2 and 3.75.  Copy/Paste Excel work here. 
5 a.   Is height a discrete or continuous variable?

b. What is the approximate distribution of the variable height?  (Uniform, Normal, Skewed Right, or Skewed Left)?

c. What are the Excel mean and standard deviation of the height data?

d. Use the information from parts a and b to calculate the theoretical probability that a randomly selected CSCC student is taller than 72”.   Copy/paste Excel work.
Part 2: Negative Binomial Distribution
OBJECTIVES:

· Use the random number generator in Excel to conduct a negative binomial experiment. 
· Use the negative binomial distribution to compare the results of our experiment with the theoretical values.
EXCEL PROCEDURES:

1. Start on a blank Excel worksheet.  The random number generator in Excel RAND() is a uniform distribution with values between 0 and 1.  If we want to simulate a Bernoulli random variable (where we are concerned only with success or failure)  with 80% probability, we can set a threshold for the output of the random number generator to test whether it falls into a range of values covering 80% of the interval [0,1].  For instance, we could choose a value less than 0.80, or a number greater than 0.20, or a number between 0.1 and 0.9, or if we wanted to be very clever, less than 0.40, and greater than 0.60.  We are going to use the random number generator to explore how often unusual values (defined to be below the 5th percentile or above the 95th percentile) show up in experimental results.  To use this to explore the negative binomial distribution, we are going to be looking to see how large a sample we will need to have to get two such values.

a. In A1 type Random Number, in B1 type <0.05, in C1 type >0.95, in D1 type Unusual, in G1 type Failures Before 2nd Success.
b. On your blank worksheet, enter =RAND() in cell A2.

c. In cell B2 type =IF(A2<0.05,1,0)

d. In cell C2 type =IF(A2>0.95,1,0)
e. In cell D2 type =B2+C2

f. Your entry in column D will indicate a 0 if the value is not unusual, and a 1 if the value is unusual (either above or below the threshold).  Since it can’t be both, these are the only possible outcomes.

g. Recall that for a negative binomial, the number of failures is the random variable and the number of successes is fixed. You will need to copy the formulas in Row 2 until you obtain 2 unusual values.  Then record the number of failures before the second success, and we will return to analyze the results later.

h. Copy enough rows of the formulas (I used 100) to ensure that you can obtain 2 failures.  To record the number of failures, the line where the failure occurs will be the (n-1)st value, and you will to subtract off the two successes, where n is the row number the 2nd value occurs on.  So record the value (n-3) in column G, beginning with G2.
i. Any time you record a value, the random numbers will recalculate, giving you a different experimental data set.  Repeat this procedure until you have 100 sample sets.  Don’t forget that as you enter values, the top of the screen will scroll off.  Be sure to scroll back to the top each time or your values will be off.

j. Sort the data in column G from smallest to largest.
2. The next step is to analyze the data from our experiment.

a. In cell H1 type Bins, and in cell I1 type Class Midpoint, and in J1 type Frequency.

b. We are going to divide our data into classes of width 5 so that we can look at the distribution.  Starting at 0, the first bin should be 0-4, the second 5-9, the third 10-14, etc.  Put these in column H.  (You may need to format your cells as plain text or Excel may try to convert some of your entries into dates.)  Create bins until you have covered the highest value in your data set.

c. Recall that the class midpoint is calculated from two successive classes’ start values (0 and 5, for instance).  Then they jump by the class width, which is here 5.  You can enter your first class midpoint in I2 and then use the formula =I2+5 in cell I3, and then copy this into the rest of the cells needed to match your entries in column H.

d. From your sorted list in column G, enter the number of entries in your list that appears in each class, and then graph the data using a bar chart (vertical bars, please).  Paste the graph into the analysis section below.  (Make sure your entries add to 100.)
ANALYSIS:

1. Paste the distribution chart from #2d here.  Be sure you’ve included a chart title.
2. Based on your experiment, how what is the modal class?  Calculate the expected value of the negative binomial distribution for 2 successes.  Does your calculation match up to the experimental data?  (Use p=0.1)

3. Compare this to the mean  and median of the raw data from Column G.  Does this change your analysis any?  If your mean and median differ, explain why.

4. Using the raw data from your experiment, calculate the variance and standard deviation of the data.  Compare this to the prediction from the negative binomial distribution.  How do they compare?

Part 3: Normal Approximation to the Poisson
OBJECTIVES:

· Compare the discrete Poisson distribution to the normal approximation for the Poisson.
· We will calculate probabilities using both procedures to try to determine a criterion for sufficient accuracy to apply the approximation.
· Compare our results to the standard criterion used in the text.
EXCEL PROCEDURES:

1. A number of scenarios for Poisson processes are given below.  Calculate the mean and standard deviation for each based on what you know about the Poisson distribution.  For each scenario, calculate the requested probabilities using both the discrete Poisson distribution, and the normal approximation. (The first scenario will be described in detail below; you should follow a similar procedure for each situation.)  In the analysis section you will be asked to record and compare the results.
a. For Memphis, the annual number of earthquakes registering 2.5 on the Richter Scale or higher and having an epicenter within 40 miles of downtown is Poisson with a mean of 6.5.  Calculate the probability that 10 or more such earthquakes will register in a given year.

i. Recall that μ is the mean of the Poisson distribution.  To calculate this probability using the standard Poisson formula, in Excel label the rows in Column A as a, b, c,… etc. for each example.  

ii. In B1 type =1-POISSON.DIST(9,6.5,TRUE).
iii. In C1 type =1-NORM.DIST(9.5,6.5,SQRT(6.5),TRUE)

iv. The formula in (iii) uses 9.5 as a continuity compensation for changing the discrete Poisson distribution into the continuous normal distribution.  If we are rounding discrete events, fewer than 9.5 would be counted as 9, and 9.5 or higher would be counted as 10.  So we do the computation for 9 events or fewer from 9.5 rather than 9.  This gives us better approximations from the normal distribution.

v. In cell D1 type =abs(B1-C1) to calculate the absolute difference between the exact and the approximation.  The absolute value will disregard the sign of the difference.

vi. Repeat this calculation for each scenario below.

b. Suppose that cars arrive at a parking lot at the rate of 50 per hour.  Compute the probability that the number of cars arriving will be less than 75 in the next hour.
c. Suppose that at a certain manufacturing plant, the number of work stoppages per day due to equipment failure is 2.4.  What is the probability of having fewer than 4 work stoppages per day?

d. Recompute the example in c for a week of work stoppages.  What is the mean for the weekly work stoppages?  What level of work stoppages per day would be required to correspond to 4 per day?

e. Suppose that at a certain large cinemaplex, 1.8 people join the back of the line per minute.  Suppose that each cashier can handle up to 50 customers per hour.  What is the probability that the number of people in line will exceed the workload of 3 cashiers in the next hour.

f. Nuclear decay of radioactive atoms can be modeled as a Poisson process.  Suppose that a certain nuclear element decays at a rate of 2000 counts per minute (on a Geiger counter) per gram of sample.  Calculate the probability that there will be fewer than 30 counts per minute using 0.01 grams of the same material.
g. Suppose that one expects to see 40 shooting stars per night on a night which is not associated with a particular meteor shower.  Calculate the probability of seeing between 30 and 40 shooting stars in one evening.
ANALYSIS:

1. Record the results of each of your pairs of calculations below. You can paste the results directly from Excel.

2. If the threshold of .005 is established (i.e. the estimates are off by only 0.5%), which of the examples satisfies that condition?
3. Generally speaking, it’s considered necessary for μ>10 to apply the normal approximation to the Poisson.  For any of your data the seems to meet the accuracy requirements of the condition in Question #2, does that change if we use a different value for x?  (For instance, if we were interested in more than 8 earthquakes in Memphis instead of 10?)  Describe your results below.
4. For Situation #1a, compute the Poisson distribution for values from x=0 to x=20 and plot the distribution.  Compare the distribution to the normal distribution with the same mean and standard deviation.

5. Do you think that the condition μ>10 is a good one?  Why or why not?

Part 4: Gamma Distribution
OBJECTIVES:

· Graph the gamma distribution with different values of the parameters α and β.
EXCEL PROCEDURES:

1. In Column A, in cell A1 type Alpha, in cell A2 type Beta, in cell A3 type Gamma(0), in cell A4 type Gamma(1), … continue to cell A23 type Gamma(20), and in cell A24 type Gamma(X>20).
a. In cell B1 choose your first value of α, such as α=1.  In cell B2, choose your first value for β, such as β=1.  Since the gamma distribution is continuous, we are going to calculate the distribution in chunks. The gamma distribution starts at x=0, so in B3 type =GAMMA.DIST(0,B1,B2,TRUE)
b. In cell B4 we want to calculate the probability of 0<x<1, so type =GAMMA.DIST(1,B$1,B$2,TRUE)-GAMMA.DIST(0,B$1,B$2,TRUE)
c. Copy the formula down the column to B24.  Change the x values in each formula only to the appropriate values for that row.  In cell B5, change 1 to 2 and 0 to 1, etc.  In cell B24, type =1-GAMMA.DIST(20,B$1,B$2,TRUE) for the tail.
d. In cell C1 and C2, choose different values of α and β, and then copy the formulas for the entries in column B.  Repeat this procedure to create at least 6 different distributions.  Try to compare at least two distributions with the same α and at least two with the same β.
e. In column H (if you do 6 distributions, this will be the next column), enter the midpoint of the range you are plotting for. For H3, you can enter 0, all others should be the midpoint of the ranges, so for H4, the midpoint of 0 and 1 is 0.5, and then they climb by 1 up to 20.5 (which will represent probabilities over 20).  For H5 you can type =H4+1 and copy this into the remainder of the cells.
f. Use the x-values in column H for the horizontal axis, and the values in columns B through G as the vertical axis to plot the distributions.  Do each one on a separate graph and paste them into the analysis section below.
ANALYSIS:

1. Paste your graphs from Excel here.

2. How does the value of α affect the shape of the distribution?

3. How does the value of β affect the shape of the distribution?

4. Did you choose any combinations of values with very significant tails?

5. How do your graphs appear to compare to the expected values and variances for the gamma distribution?  E(X)=αβ, and V(X)=αβ2.  Calculate this value for each of the graphs and compare to where the peak of your distribution appears.  Do the values appear reasonable?  (Recall that tails pull the mean off the median/modal values.)
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